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ABSTRACT

Generative adversarial networks (GANs) are becoming increasingly popular for image processing tasks. Researchers
have started using GANs for speech enhancement, but the
advantage of using the GAN framework has not been established for speech enhancement. For example, a recent study
reports encouraging enhancement results, but we find that the
architecture of the generator used in the GAN gives better
performance when it is trained alone using the L1 loss. This
work presents a new GAN for speech enhancement, and obtains performance improvement with the help of adversarial
training. A deep neural network (DNN) is used for timefrequency mask estimation, and it is trained in two ways:
regular training with the L1 loss and training using the GAN
framework with the help of an adversary discriminator. Experimental results suggest that the GAN framework improves
speech enhancement performance. Further exploration of loss
functions, for speech enhancement, suggests that the L1 loss
is consistently better than the L2 loss for improving the perceptual quality of noisy speech.
Index Terms— Speech enhancement, generative adversarial networks, deep learning, L1 loss, fully connected
1. INTRODUCTION
Speech enhancement or separation is the task of removing additive noise from a speech signal. It is important for many applications, such as robust automatic speech recognition, automatic speaker verification, mobile speech communication
and hearing aids design. Traditional speech enhancement approaches include spectral subtraction [1], Wiener filtering [2],
statistical model-based methods [3] and nonnegative matrix
factorization [4].
Deep learning has been applied for speech enhancement
in past few years, and deep learning based methods have become the state of the art, due to its ability to learn complex
hierarchical functions from data. Some of the most popular deep learning based methods are: deep denoising autoencoders [5], DNNs [6, 7], and convolutional neural networks
[8]. An overview of deep learning based methods for speech
separation is given recently in [9].
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In recent years, GAN [10] based approaches were explored [11, 12]. In these studies, new architectures were
proposed for speech enhancement, and trained adversarially.
These works, however, do not present a convincing picture
for the suitability of GANs for speech enhancement. We have
explored the architecture proposed in [11], and found that
training of the generator with L1 loss alone performs better in
terms of short term objective intelligibility (STOI) [13] and
perceptual evaluation of speech quality (PESQ) [14] scores,
accounting for reported improvements. This does not answer
the question that whether GANs are a promising framework
for speech enhancement or not. In this paper, we address
this question by exploring GANs for a simple DNN. Specifically, we use a DNN for spectral magnitude mask (SMM)
estimation, and train it in two ways: regular training of the
generator with L1 loss and adversarial training. Adversarial
training means that we use the mask estimation network as
the generator in the GAN framework.
In image processing tasks, researchers claim that the L1
loss is better than L2 loss because it promotes less blurring
of images [15, 16]. This raises the question whether L1 loss
is better for speech enhancement or not. In fact, in [11] and
[12] the authors have used L1 loss for speech enhancement
citing the arguments used for image processing. In this study,
we also do a comparison between L1 and L2 loss so that an
informed decision can be taken for their use for speech enhancement.
This paper is organized as follows: We first describe
GANs in the next section followed by an explanation of GAN
used in this study. Section 4 talks about the comparison
between L1 and L2 loss. Experiment details are given in
Section 5. Section 6 presents and discusses the results and
Section 7 concludes the paper.
2. GENERATIVE ADVERSARIAL NETWORKS
Generative adversarial networks (GANs) [10] are models
that learn to generate samples from a given data distribution,
pdata (x). GANs consist of two networks: a generator G and
a discriminator D. The job of G is to map a noise vector
z, from a given prior distribution pz (z), to an output sample G(z) resembling the data samples in the training data.
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The discriminator D is a classifier network which determines
whether its input is real or fake. A sample coming from the
training data, x, is considered real, and a sample coming from
the generator output, G(z), is considered fake. The generator
and discriminator are trained in an adversarial way where
both networks play a mini-max game, and try to maximize
their own utility function. The generator tries to fool the discriminator by producing samples which are very close to the
samples from the training data, and the discriminator tries to
be good at classifying real and fake data. The loss functions
for the mini-max game are defined as following [10]:
1
J (D) = − Ex∼pdata (x) logD(x) −
2
1
Ez∼pz (z) log(1 − D(G(z)))
2

(1)

J (G) = −J (D)

(2)

Conditional GANs [17] can be used for the regression task.
In a conditional GAN, some extra information, a vector xc , is
provided along with the noise vector z at the input of the generator. The equation for the cost function of the discriminator
in a conditional GAN is given as:
1
J (D) = − Ex,xc ∼pdata (x,xc ) logD(x, xc ) −
2
(3)
1
Exc ∼pdata (xc ),z∼pz (z) log(1 − D(G(z, xc )))
2
The equations presented above are prone to cause the vanishing gradient problem in the early stages of training [18], so
we use slightly modified loss functions which were proposed
in [19] and also used in [11]. In this GAN, the loss functions
of the generator and discriminator use mean squared error as
given in equation (4) and (5).
1
Ex,xc ∼pdata (x,xc ) [(D(x, xc ) − 1)2 ] +
2
1
Ex ∼p (x ),z∼pz (z) [D(G(z, xc ))2 ]
2 c data c

(4)

1
Ex ∼p (x ),z∼pz (z) [D(G(z, xc ) − 1]2
2 c data c

(5)

J (D) =

J (G) =

where S(t, f ) and Y (t, f ) are STFT coefficients of clean
speech and noisy speech respectively.

Fig. 1. Mask estimation framework using conditional GAN
The G network here is a fully connected DNN which takes
as input, the concatenation of two vectors, xc and z, where xc
is the STFT magnitude of noisy speech and z is a randomly
sampled noise vector from a normal distribution. Output of
the G network, G(z, xc ), is the estimated SMM.
The D network is also a fully connected DNN with the
same number of hidden layers as that in the generator network. The discriminator loss is computed using two different
batches of data: a real batch and a fake batch. For the real
batch, the input to the discriminator is a concatenation of the
target SMM and the noisy speech STFT magnitude, [x, xc ]
and the expected output is 1. Similarly, for the fake batch,
the input to the discriminator is a concatenation of the estimated SMM and the noisy speech STFT, [G([z, xc ]), xc ] and
the expected output is 0. This setting is illustrated in Fig. 1.
It is difficult to train a conditional GAN using the loss
functions given in equations (4) and (5). Therefore, we additionally use the L1 loss in the generator to stabilize the training. The use of L1 loss to stabilize the training was proposed
in [15], and adopted for speech enhancement in [11, 12]. The
modified loss function of the generator becomes:
J (G) =

3. FULLY CONNECTED GAN FOR SPEECH
ENHANCEMENT
As mentioned in the previous section, a conditional GAN can
be used for a regression task. In this work, we use a GAN for
the regression task of time-frequency mask estimation. Shortterm Fourier transform (STFT) magnitude features of noisy
speech are used as extra information (xc in equations (4) and
(5)) to generate the target SMM from the GAN. The equation
for SMM is defined as:
SM M (t, f ) =

|S(t, f )|
|Y (t, f )|

(6)

1
Ex ∼p (x ),z∼pz (z) [D(G(z, xc ) − 1]2
2 c data c
+λ||G(z, xc ) − x||1

(7)

where λ is a hyper parameter which can be tuned to stabilize
the training.
4. L1 LOSS VERSUS L2 LOSS
In our initial experiments, we compare the GAN training with
the L2 loss training and observe some improvement. Further
exploration reveals that the observed improvement is due to
the additional L1 loss in the generator (equation 7), but not
due to adversarial training. Therefore, we decide to compare
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SNR

-5 dB

0 dB

5 dB

Babble
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
54.85 54.85
1.41
1.41
63.64 63.76
1.70
1.70
65.15 65.56
1.71
1.72
66.57 66.57
1.74
1.74
76.49 76.64
2.16
2.16
77.84 78.27
2.18
2.18
77.48 77.48
2.09
2.09
85.15 85.52
2.59
2.61
86.00 86.33
2.61
2.62

System
Mixture
DNN
GAN
Mixture
DNN
GAN
Mixture
DNN
GAN

Factory
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
54.31 54.31
1.30
1.30
66.88 66.86
1.75
1.75
68.15 68.25
1.77
1.78
66.56 66.56
1.64
1.64
78.60 78.79
2.25
2.25
79.94 80.06
2.26
2.27
77.71 77.71
2.01
2.01
86.42 86.80
2.66
2.66
87.48 87.47
2.67
2.68

SSN
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
56.75 56.75
1.49
1.49
72.76 72.90
1.97
1.97
74.09 73.98
2.01
2.00
69.16 69.16
1.75
1.75
82.92 83.12
2.40
2.41
83.99 83.95
2.44
2.43
80.81 80.81
2.05
2.05
89.41 89.66
2.79
2.80
90.30 90.34
2.81
2.81

Engine
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
57.26 57.26
1.40
1.40
79.81 80.47
2.31
2.34
80.79 80.66
2.36
2.35
68.96 68.96
1.66
1.66
86.46 86.90
2.68
2.70
87.26 87.17
2.68
2.67
80.19 80.19
1.97
1.97
91.17 91.39
2.97
2.99
91.67 91.61
2.96
2.95

Oproom
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
59.54 59.54
1.41
1.41
79.49 80.11
2.34
2.37
80.03 81.10
2.35
2.40
69.76 69.76
1.78
1.78
84.82 85.26
2.67
2.70
85.34 86.05
2.66
2.72
79.07 79.07
2.16
2.16
88.83 89.18
2.97
2.99
89.32 89.75
2.96
2.99

Table 1. Performance comparison between L1 loss training and GAN training on 3 different SNR conditions.
adversarial training and regular L1 loss training. This observation also raises the question of the L1 loss being better than
the L2 loss for speech enhancement. Also, in image processing tasks, [15] and [16] claim that L1 loss encourages less
blurring of images than L2 loss. [11] and [12] use L1 loss for
speech enhancement citing the arguments given in [15] and
[16]. We perform a comparison between L1 and L2 loss for
speech enhancement to have a better understanding. Specifically, we train DNNs for three different targets: ideal ratio
mask (IRM) [9], SMM and STFT magnitude, using L1 and
L2 loss. Performance comparisons are reported in Table 3
and Table 4, and discussed in Section 6.

of the generator to be 1285. Multiple predictions of the mask,
for a given time frame, are averaged together. Inputs to the
generator are normalized to have zero mean and unit variance.
All SMM values greater than 10 are clipped to 10 and
then transformed to the range [−1, 1]. Range transformation
is required because we use tanh at the generator output in the
GAN. Tanh is used for training convergence [18].
SNR

-5 dB

0 dB

5. EXPERIMENTAL SETTINGS
5 dB

5.1. Dataset
We create the training and test sets in the same manner as in
[20]. 2000 utterances are randomly selected from the TIMIT
[21] dataset as training utterances. 192 utterances from the
core test set of TIMIT are used as test utterances. Noise specific and noise generalized models are trained. Performance
is evaluated using STOI and PESQ scores. For the noise specific case, models are trained and tested on the same noise.
Specifically, five noises, babble, factory, SSN, oproom and
engine are used. For the noise generalized case, the model is
trained on all five noises mentioned above and tested on two
unseen noises, factory2 and buccaneer1. All the noises except
SSN are obtained from Noisex dataset [22]. SSN is generated
using the training utterances. Training noisy utterances are
created by adding noises at -5 dB and 0 dB. Test noisy utterances are created by mixing noises at -5 dB, 0dB and 5 dB
SNR where 5dB is an unseen SNR condition used to assess
the SNR generalizability of the model.
5.2. Preprocessing
The audio signals are resampled to 16kHz. A 512-point STFT
is computed using a 32 ms Hanning window and a shift of 16
ms (256 samples). 512 points STFT magnitudes are reduced
to 257 points by removing the symmetric half. Five consecutive time frames are concatenated to form the input, and the
masks for corresponding five frames are predicted together at
the output. This makes the input and the output dimensions

System
Mixture
DNN
GAN
Mixture
DNN
GAN
Mixture
DNN
GAN

Factory2
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
65.64 65.64
1.59
1.59
76.45 76.60
2.20
2.23
76.37 76.76
2.25
2.22
76.05 76.05
1.95
1.95
84.45 84.59
2.60
2.63
84.42 85.05
2.61
2.61
84.48 84.48
2.30
2.30
89.40 89.48
2.92
2.93
89.22 89.86
2.92
2.94

Buccaneer1
STOI (%)
PESQ
Z OFF Z ON Z OFF Z ON
51.97 51.97
1.19
1.19
58.94 59.02
1.44
1.43
59.42 60.09
1.43
1.45
63.48 63.48
1.49
1.49
71.46 71.59
1.71
1.71
71.99 72.45
1.71
1.72
75.09 75.09
1.83
1.83
81.95 82.02
2.12
2.12
82.39 82.57
2.10
2.11

Table 2. Generalization performance of L1 loss training and
CGAN training on 2 unseen noises and 3 SNR conditions.

5.3. Training
All DNNs use 3 hidden layers. Batch normalization [23] is
used before every layer except the output layer of the discriminator and the input layer of the generator. A dropout rate of
0.2 is used for all the hidden layers. The discriminator uses
leaky ReLUs at the hidden layers and no activation at the output layer [11]. The generator uses parametric ReLUs at the
hidden layers and the output layer activation is determined by
targets. For comparison between L1 loss training and adversarial training, tanh is used at the output layer of the generator.
For L1 and L2 loss comparison, ReLU is used for STFT magnitude and SMM, and sigmoid is used for IRM. SMM is not
transformed to [−1, 1] after clipping when comparing the loss
functions.
The generator in the GAN is trained for two cases, with
and without an input noise vector. The noise vector is of dimension 100, and is sampled from a normal distribution with
zero mean and unit variance. With noise, the dimension of input to the generator is 1385, and the number of units in each
hidden layer are 1124. Without noise, the number of units in
each hidden layer are 1024. The number of hidden units in
the discriminator are twice of that in the generator.
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SNR

-5 dB

0 dB

5 dB

Target
Mixture
IRM
STFT
SMM
Mixture
IRM
STFT
SMM
Mixture
IRM
STFT
SMM

Babble
STOI (%)
PESQ
L1
L2
L1
L2
54.85 54.85 1.41 1.41
63.66 63.08 1.67 1.66
65.56 64.54 1.78 1.59
63.80 63.75 1.68 1.63
66.57 66.57 1.74 1.74
76.84 75.99 2.15 2.11
78.59 77.63 2.17 1.85
76.62 76.35 2.15 2.07
77.48 77.48 2.09 2.09
85.83 85.26 2.59 2.54
85.77 84.98 2.44 2.03
85.48 85.28 2.60 2.48

Factory
STOI (%)
PESQ
L1
L2
L1
L2
54.31 54.31 1.30 1.30
66.62 65.74 1.74 1.69
69.38 68.62 1.87 1.69
66.74 66.75 1.74 1.67
66.56 66.56 1.64 1.64
78.79 77.88 2.24 2.18
80.73 79.94 2.28 1.97
78.73 78.62 2.24 2.14
77.71 77.71 2.01 2.01
86.90 86.32 2.67 2.60
86.53 85.27 2.43 2.06
86.74 86.70 2.66 2.54

SSN
STOI (%)
PESQ
L1
L2
L1
L2
56.75 56.75 1.49 1.49
72.37 71.30 1.96 1.89
75.05 73.63 2.09 1.83
72.69 73.72 1.95 1.90
69.16 69.16 1.75 1.75
82.95 82.13 2.42 2.33
84.28 83.32 2.41 2.00
82.91 83.52 2.41 2.30
80.81 80.81 2.05 2.05
89.92 89.48 2.83 2.73
89.19 88.02 2.57 2.10
89.69 90.02 2.79 2.65

Engine
STOI (%)
PESQ
L1
L2
L1
L2
57.26 57.26 1.40 1.40
80.31 79.81 2.32 2.24
81.67 81.19 2.19 1.86
80.19 81.15 2.27 2.18
68.96 68.96 1.66 1.66
86.80 86.28 2.71 2.59
87.16 86.71 2.47 2.12
86.61 87.18 2.64 2.50
80.19 80.19 1.97 1.97
91.56 91.24 3.04 2.91
90.47 89.90 2.65 2.26
91.32 91.61 2.95 2.78

oproom
STOI (%)
PESQ
L1
L2
L1
L2
59.54 59.54 1.41 1.41
80.12 79.45 2.35 2.25
81.07 80.30 2.22 1.87
80.01 80.42 2.32 2.21
69.76 69.76 1.78 1.78
85.33 84.64 2.70 2.59
85.62 85.10 2.46 2.12
85.06 85.28 2.65 2.51
79.07 79.07 2.16 2.16
89.33 88.82 3.01 2.89
88.51 87.78 2.63 2.25
89.05 89.19 2.95 2.78

Table 3. Performance comparison between L1 and L2 loss on 3 different SNR conditions.
For equation (7), we set λ to 100. The training of the
generator and discriminator is done as described in [10].
One-sided label smoothing with α equal to 0.9 is used [24].
The discriminator is updated twice for each update of the
generator. The Adam optimizer [25] is used for SGD based
optimization with a batch size of 1024. A learning rate of
0.0002 and β1 = 0.5 is used, as in [18]. Adversarial training shows some oscillatory behaviour initially, but converges
when trained for a long time. Once converged, the value of
the generator loss, in equation (5), converges to 0.81.
SNR

-5 dB

0 dB

5 dB

Target
Mixture
IRM
STFT
SMM
Mixture
IRM
STFT
SMM
Mixture
IRM
STFT
SMM

Factory2
STOI
L1
65.64
76.53
76.90
76.59
76.05
84.92
83.36
84.26
84.48
89.95
85.71
89.10

L2
65.64
76.82
77.57
77.78
76.05
84.74
83.94
85.22
84.48
89.88
86.27
89.97

PESQ
L1
L2
1.59 1.59
2.19 2.17
1.97 1.70
2.22 2.16
1.95 1.95
2.64 2.55
2.24 1.94
2.61 2.53
2.30 2.30
2.99 2.88
2.38 2.07
2.93 2.85

Buccaneer1
STOI
PESQ
L1
L2
L1
L2
51.97 51.97 1.19 1.19
59.38 59.58 1.47 1.43
62.53 63.29 1.49 1.25
60.03 61.11 1.46 1.41
63.48 63.48 1.49 1.49
71.94 71.72 1.75 1.75
74.48 75.59 1.82 1.59
72.10 72.61 1.73 1.70
75.09 75.09 1.83 1.83
82.13 81.92 2.14 2.14
83.54 83.63 2.19 1.85
82.01 82.21 2.11 2.08

but is not able to improve the performance without it. Also,
for buccaneer1 noise, the performance improvement is better
when the noise vector is used. This indicates the importance
of the noise vector for generalization.
Next, we compare L1 and L2 loss for speech enhancement. Results are reported in Table 3 and Table 4. L1 loss
gives a better PESQ score for all the cases. Specifically, a
significant improvement in PESQ is observed for the STFT
magnitude estimation. Additionally, we observe that L1 loss
gives a better STOI score when the targets are IRM and STFT
magnitude and a noise specific model is trained. L2 loss gives
a better generalization performance in terms of STOI score.
7. CONCLUSIONS

Table 4. Generalization performance of L1 and L2 loss for 2
unseen noises at 3 different SNR conditions.

6. RESULTS AND DISCUSSIONS
We first compare the performance of L1 loss training and adversarial training. Results are reported in Table 1. In Table 1, Z OFF and Z ON denote the presence and absence of
noise vector at the input of the generator, respectively. We observe that the GAN gives consistently better STOI score, but
there is not much of an improvement in PESQ score. STOI
improvements are better at low SNR conditions. The importance of using a noise vector at the input of the generator is not
very clear from the noise specific models. Therefore, a noise
generalized model is also trained. The generalization performance is given in Table 2. We observe that on factory2 noise,
the GAN gives consistent improvement with the noise vector

In this work, we demonstrate the effectiveness of adversarial training for speech enhancement. We train a DNN with
L1 loss and with adversarial training, and show that a given
DNN performs better speech enhancement with adversarial
training. Additionally, we compare L1 and L2 loss for speech
enhancement using three different targets, and find that L1
loss consistently gives a better PESQ score, but does not give
a better generalization performance for the STOI score. This
work makes a case for further exploration of adversarial training for speech enhancement. A possible future work is the use
of GANs for fine tuning, in which the generator further enhances a signal already enhanced with regular L1 or L2 loss
training.
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